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Abstract. The second Break Our Watermarking System (BOWS-2)
contest exposed a watermarking algorithm named Broken Arrows (BA)
to worldwide attacks. In its second episode, the previously existing daily
limit of 30 oracle calls per IP address was lifted to allow for sensitivity
analysis. Often disrespected because of their extensive oracle use, sensi-
tivity attacks can reveal up to one bit of information about the water-
mark in each experiment. In this paper we describe how we circumvented
BA’s countermeasures against sensitivity attacks.

1 Introduction

Broken Arrows (BA) is a watermarking technique by Teddy Furon and Patrick
Bas [1], which was especially designed for the second edition of the Break Our
Watermarking System contest (BOWS-2) [2]. BOWS-2 came in three sequential
episodes to study the robustness and security of watermarking in three different
contexts. The goal in each episode was the same: Render the watermark unread-
able to the online detector in three given images (cf. Figure 1) while preserving
the best possible quality (in terms of averaged PSNR). The conditions during
the episodes were different: The first scenario (Episode 1) was about the robust-
ness against common image processing tools (compression, denoising, filtering,
etc.) with the following restrictions:

– only 30 calls to the online-detector were allowed per day and participant,
– an attempt is considered successful only if the watermark is unreadable and

the PSNR is at least 20 dB, and
– no information about the watermarking algorithm will be provided.

During Episode 2, which was dedicated to oracle attacks, the daily limit of oracle
requests was dropped. If the participant signed an agreement [3] in which the
contender forswears reverse engineering in order to disclose the algorithm and/or
secret key, an offline detector (executable binary) was provided to reduce the load
of the online detector. Note that this binary did not contain the secret key for
the official three pictures of the contest. The offline kit came with another three
images marked with a different key.
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Fig. 1. Images from the second episode of the contest: Fall, Louvre, and Casimir

Episode 3 covered all threats that occur if a large set of images watermarked
with the same secret key is released. During this last episode, a daily limit of 10
trials per participant was re-introduced. However, the participants had access to
a database with 10,000 images that have been marked with the same key.

This paper focuses on the second episode of the contest from mid October 2007
to mid January 2008. Despite several countermeasures in BA, the results of our
best sensitivity attack are close to 50 dB PSNR and took about 200,000 oracle
requests per 512×512 greyscale image. In Section 2 we describe the design of our
method including the response to BA’s countermeasures. Section 3 presents the
experimental results of the proposed sensitivity method in the second episode of
BOWS-2 and concludes the paper.

2 Methods

2.1 Sensitivity Attack

The sensitivity attack was introduced by Cox and Linnartz in 1997 [4]. It esti-
mates the watermark of correlation based systems with linear complexity. Note
that in the case of BA, the watermark is only one out of 30 patterns generated
from the key—the one that is closest to the host and consequently causes the
least distortion when embedded. The watermark can be used to find the closest
unmarked image. However, since it is only 1

30 of all potential pseudorandom pat-
terns, it is not equivalent to the key. In theory the key can be found as the seed
that is necessary to generate the watermark. However, this is computationally
infeasible. Comesaña et al. [5] generalised the sensitivity attack to find the clos-
est unmarked image for watermarking schemes that are not correlation based.
However, since BA is correlation based, we adapt the method described in [4]
to our specific needs.

A sensitivity attack studies the effect of single host elements, whether they
contribute to the strength or removal of the watermark, in order to generate a
sweeping success in a combined attack in which all host elements are slightly
changed in accordance with their sensitivity.
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The sensitivity attack usually operates in the spatial domain and does not
require any prior knowledge of the watermarking system. BA applies the water-
mark in the first three levels of a DWT decomposition. This is what we already
knew from experiments in Episode 1. It was confirmed in the algorithm descrip-
tion of BA, which was disclosed afterwards in Episode 3. The sensitivity attack is
not bound to a particular domain. Applied to DWT coefficients, the sensitivity
analysis can be skipped more easily for parts of the host that BA leaves unused.
In addition, the analysis works best in the domain that was used for embedding,
because we can analyse the elements of the watermark independently there. This
is advantageous to the attacker especially in the presence of specific countermea-
sures. Even if the watermark resided in the DCT or spatial domain, there is no
fundamental restriction when the sensitivity is analysed in the DWT domain: It
might just take a bit longer.

2.2 Randomised Detection Boundary

One countermeasure, a randomised detection boundary [6], ensures that ma-
nipulation of a single host element alone can not clearly cross the randomised
zone of the boundary. Because of the limited image dynamics an attacker cannot
change a single host element with arbitrary strength. The randomisation intro-
duces a grey decision range in which the detector randomly decides between
“Watermark is still there” and “Watermark has been removed” (cf. Figure 2).
In the figure this range appears rather small and easy to get over. Nevertheless
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we needed a change in brightness by about ±5,000 to jump over it. The dynamics
in brightness, however, is limited to the usual range 0 . . . 255 (black . . . white in
the greyscale images used in BOWS-2).

The goal of the randomisation is to force an attacker to submit the same image
over and over again (e.g., ten times) in order to notice a growing or decreasing
tendency of the watermarking strength by majority decision and to deduce the
sensitivity of one single element of the host that was changed. Randomisation will
not change the linear time complexity of the attack, but the running time would
increase tenfold in our example. This is worth avoiding if the attack already
takes a week per image without any countermeasure.

2.3 Normalisation

There is hope for the attacker (surprisingly) due to a countermeasure against an-
other attack that is called valuemetric scaling: It protects the watermark against
a simple change in contrast by which all brightness values in the image are mul-
tiplied with the same factor. A normalisation of the feature vector that is ex-
tracted from the image makes the detection score (cosine of cone angle, abscissa
in Figure 2) virtually independent of valuemetric scaling.

Because of this normalisation the watermark is still detectable in images re-
duced to about one percent of contrast, resulting in only a few levels of grey [7].
With the reduction of contrast, the dynamics of the image is relatively extended.
If the contrast is reduced to 1

20 , a single host element can be changed 20 times
stronger. Thus the grey detection zone can be skipped.

2.4 Truncation

Normalisation assists the sensitivity attack. But there’s another countermeasure:
No watermark is detected if the energy of the image falls below a particular
truncation level. Originally intended to camouflage the hypercone shape of the
detection region [1], it certainly failed its effect because the remaining robustness
against valuemetric scaling is strong enough—we did not even notice the trun-
cation at the beginning, when we tested the watermark’s lasting nature against
reduction in contrast. Anyway, the watermark will be rendered undetectable for
a scaling close to zero when it is overwhelmed by quantisation noise.1 Normal-
isation develops its useful impact rather against sensitivity attacks. The level
of lower truncation seems to be selected in order to just prevent skipping the
grey detector zone. The remaining relative dynamics in ordinary images does
not allow the profound change of single host elements that is required for clear
deterministic detector responses. Table 1 shows the level of contrast at the trun-
cation threshold with corresponding number of grey-levels for the three images
under attack in Episode 2 of BOWS-2.

1 Initially we considered this a random side effect of quantisation or a measure that
reduces the share of false positives.
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Table 1. Contrast level at the truncation threshold of the BA detector

Image Contrast level Levels of grey
Fall 0.01367 4
Louvre 0.02523 7
Casimir 0.02492 7

2.5 A Customised Boundary Image

The starting point for a sensitivity attack is usually a random image close to
the detection boundary in which the watermark is still detected. Some minor
modifications to this boundary image cause the detector to respond “removed”
while the watermark is still detected after other modifications. If there is a
blurred detection range instead of a clear boundary, the boundary image may
also be on the boundary in the middle of the randomised range. This way, the
distance to a deterministic decision is only half the range: A positive change
of a single host element will shift the image in one deterministic area, while a
negative change will shift it to the other.

Table 2. Range of DWT coefficients before and after blunting

Image Marked original Blunted image
Fall −573.0 . . .+420.7 −60.1 . . .+60.1
Louvre −508.3 . . .+581.2 −29.3 . . .+29.3
Casimir −389.4 . . .+488.6 −11.3 . . .+11.3

One possible remedy against truncation is the selection of a custom-made
image. In Section 2.4 we talked about ordinary images. However, for a sensitivity
attack, the image does not have to look nice. We use the following trick: To
reduce the dynamics range of the image without substantial change in contrast,
we partially equalise the proportions in the distribution of values. In a first step
we sort the DWT coefficients of the image by magnitude. The coefficients in
the strongest five percent quantile2 are nullified. This step removes the most
significant contours in the image that are likely to saturate when the sensitivity
of the corresponding coefficients is tested (cf. Table 2 and Figure 3). In a second
step we reduce the contrast of the image to a level that is safely above the
truncation threshold.

To preserve the level of contrast and the distribution of coefficients, but still
shift the image close to the detection boundary, we have mixed the marked orig-
inal with a de-watermarked version of the image prior to the two steps that we
2 This value was chosen by gut feeling after looking at the distribution of DWT coef-

ficients in the given images.
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Fig. 3. Strong contours blunted (left) and contrast reduced in the boundary image
with a single saturated coefficient in the image centre (right)

just described (blunting and reduction). We gained the de-watermarked version
using a regression-based technique that was developed in Episode 1 of BOWS-2
[8]. The mixing ratio p is determined in an iteration that involves the online
detector (interval bisection):

mixed image = p · de-watermarked image + (1 − p) · marked original

Figure 4 summarises the procedure that finds a rough estimate of p. The change
that is applied to single host elements will influence the estimate. Therefore
we run the procedure in Fig. 4 twice. The two runs are only different in the
saturation after contrast reduction. One time the DWT coefficient is saturated
in positive direction (with the final result p+), another time in negative direction
(with the final result p−). The results of the two runs are averaged to determine
a mean value p = 1

2 (p+ + p−) that is used to start the sensitivity analysis.

2.6 Sensitivity Analysis

Despite the random influence of the boundary the estimate p is remarkably
stable. However, because the quality of our sensitivity analysis relies on the
precision of p, we add a run of 400 self-adjusting double sensitivity tests (one
oracle call for positive change, one for negative). If p is set correctly, we will get
opposing detector results. If we get identical answers (two times “removed” or
two times “still there”) p has to be adjusted (decreased resp. increased) prior to
subsequent tests.3

3 We used the stepsize 1
32
|p+ − p−| for fine-tuning p. Coefficients close to the image

border might suffer from clipping effects. So we disregarded a three elements wide
margin around the DWT subband and used only coefficients that were nullified in
the blunting step.
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Fig. 4. Construction of the boundary image

We assume that almost all further coefficients lead to opposing detector
results. Hence each of them is tested only in one direction (the positive direction,
without restricting generality). Once all desired coefficients have been tested,
the sensitivities are scaled and added to the corresponding coefficients. This is a
bit tricky, because the detection region has a double hypercone shape in BA (i.e.,
negative watermarks are detected as well). The process of finding the correct
scale is again supported by a countermeasure: This time the truncation thresh-
old increases the gap between the two cones and makes it easier to find. This is
necessary because we need an anchor point in the region where the watermark is
not detected, before we can iteratively find the tangent to the detection bound-
ary. For example, the range of the tangent scalefactor in which the watermark
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Fig. 5. Mid-grey image (brightness=128) with coefficient changed in HH2 subband by
+444 (left) and −444 (right)
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Fig. 6. Lateral cut through the wavelet in Fig. 7 (left)

is not detected in the image Fall is 1.194. . . 1.25. Below 1.194 we are in one
truncated cone shaped detection region, above 1.25 we are in the other. Thus
the stepsize for the anchor search must be smaller than 5 percent.
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Fig. 7. Grey image with coefficient changed in HH2 subband by +601 (left, bright-
ness=83) and −601 (right, brightness=172)

Neighbouring DWT coefficients of the same subband overlap in the spatial
domain. As already mentioned in Section 2.1 the attack works best if the sensi-
tivity can be analysed independently for each watermarked element. Therefore
we try to keep the crosstalk small between neighbouring coefficients. We deter-
mined the level at which coefficients start saturating (cf. Figure 5). In the HH2
subband of a neutral, mid-grey image (brightness=128), the saturation starts
at ±444. This value dependends on both, the kind of decomposition (for HH2
it is ±444 but for HL2 and LH2 it is ±561) and the level (HH1 ±257, HH0
±175). In addition we notice that for a positive change (cf. Figure 5, left) white
will saturate before the black level is even reached, while a negative change can
create deep black without saturated white (cf. Figure 5, right).

We can enhance the saturation limit by 35 percent if the mean brightness of
the image coincides with the average of the saturated wavelet. Figure 6 shows
a lateral cut through the optimised wavelet. The mean brightness is only 83
here (cf. Figure 7, left), which exhausts the whole range completely. For negative
saturation of the coefficient (−601) the mean brightness has to be 255−83 = 172
(cf. Figure 7, right).

3 Results and Conclusion

We determined the sensitivity of three subbands (HH0, LH0, HL0) in all three
images. During Christmas holidays 2007 we left the remaining subbands from
decomposition levels 1 and 2 in an unsupervised run of the analysis. Unfortu-
nately our parameter choice was not general enough to fit all three images. Apart
from the tests in the subband HH1 of the image Fall, which the parameters
were tailored for, hardly any result was different from “removed”.
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Fig. 8. Learning curve for the proposed sensitivity analysis (image Fall, HH0 subband
only)

Figure 8 shows the learning curve of the image Fall for the proposed attack.
The diagram shows the curve for the first 64k tests only (subband HH0). After
10,000 tests the PSNR is 35 dB, and 42.8 dB when the complete subband is
done. 150,000 further tests are necessary to increase the result by another 5 dB.

Table 3. Final results of Episode 2 (average PSNR=49.49 dB)

Image PSNR Subbands p Contrast Tangent scalefactor
Fall 47.35 dB 3 0.308 0.03 1.194

47.80 dB 4 0.308 0.03 1.00a

Louvre 52.25 dB 3 0.186 0.10 0.624
Casimir 49.51 dB 3 0.834 0.10 0.905

a 1.00 for HH0, 1.08 for HL0/LH0, and 1.45 for HH1

The final results are shown in Table 3. The average of our best three images is
49.49 dB, which is the second best PSNR in Episode 2. Due to its high energy in
high frequencies, the image Fall can be most weakened in contrast before the
detector truncates. The density of DWT coefficients seems to be very different
between Louvre and Casimir. Obviously the 5 percent strong coefficients that
are nullified contribute more to the watermark in Casimir than in Louvre.
This turns up when the mixed image requires a de-watermarked share of 83 %
in Casimir vs. 19 % in Louvre.
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The end of this Episode was similar to eBay: After a phase of unimportant,
rather entertaining bids, where the PSNR was obviously tailored, just exceeding
the top, to kid (or “call”) the fellows, a longer quiet phase followed in the Hall
of Fame. Finally, when the ultimate bids were posted, we had no chance to re-
run the analysis of the remaining subbands before Episode 2 ended.4 Maybe it
is worth to study this psychological aspect in a subsequent challenge. Another
interesting sideline is how the stories told by the two persiflaged main characters
of the action movie Broken Arrow5, Maj. Deakins and Capt. Hale, who lead
through the challenge, influenced the fortunes of BOWS-2. Would calculated
misleading information complicate the work of an attacker?

For instance, we tried to find out if the perceptual hashing technique used
to increase the diversity of the key was ever there or just a story to distract
attackers from the real target. Deakins and Hale told the technique was disabled
after the first week of the contest because it was not mature enough. Indeed, the
detector spotted the watermark again in some images that have been successfully
attacked before. Just a plain bugfix or destruction of an important foundation
by the contestants? If a perceptual hash diversifies the key, how can three images
still be detected by the same detector after the perceptual hash was disabled,
regardless which image is submitted under which name? The only solution is to
use a series of three detectors with three “pre-diversified” keys. This means the
watermark detected by the first key will result in a shorter latency of the request.
Although the different times can be hidden by an artificial delay, we were able
to measure the different latency. If the watermark is detected, the minimum
latency for Casimir is 1.2 seconds, followed by Louvre with 1.6 seconds and
finally Fall 2.0 seconds. The latency is also 2.0 seconds for an image if no
watermark is detected. Note that Fall was also among the three images that
was given in Episode 1. Another image from the first episode, Sheep, was not
detected in Episode 2. The third image from the first episode, Souvenir, was
detected with Casimir’s minimum latency. Consequently, Souvenir and Fall
have different keys. Thus we had three different keys during the first episode as
well.

Figure 9 shows the latency of the detector responses. The ticks on the abscissa
of the diagrams mark the beginning of a day at 0h CET. In the diagram to the
left we see the behaviour of the detector in an early phase of Episode 2, when the
server, which is a multicore machine, is almost idle. The timing of the detector
reveals two cleanups during night, at 0h and 4h CET, when the answer times
suddenly reset to their minimum, growing afterwards continuously. The reason of
this increasing latency is unclear. Maybe each request generates a ticket, which
is matched against a database that is emptied twice a night. The responses are
dark coloured if the watermark is still detected and light if the watermark has

4 Note that the difference between our result and the top (0.75 dB) might look small at
first sight. However, since the learning curve (cf. Fig. 8) flattens out, the difference
is substatial at this level (about 50 dB). We congratulate The Merry Bowmen of
UVIGO to this impressive victory.

5 With John Travolta and Christian Slater, 1996.
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Fig. 9. Latency of oracle calls for subbands HL0 (left) and LH0 (right) of Casimir
with 65,536 coefficients each

been removed. In the left diagram we clearly see two traces of different colours.
Consequently the latency depends on this detector decision. To the right the
server is under a higher load level. Instead of the two clear traces we rather
have two overlapping bands. The overall time for the analysis of a subband of
similar size took one day longer on the heavy loaded server (i.e., an increase of
about 70 %). However, the detector latency still depends on the decision. Hardly
any light coloured latency is below 2 seconds. Note that the same plot for the
image Fall would not show any dependency between latency and decision. For
Louvre the two traces would be closer to each other (about half the distance).

In summary we have developed a sensitivity analysis against BA, which does
not suffer much from particular countermeasures. In our further work we will
analyse to what extent a different choice of parameters in the watermarking
algorithm can spoil the attacker’s approach. It is probably easy to change the
parameters in order to affect the current setting of the proposed attack. The
attacker’s response to this is hard to estimate. Would a stronger randomisation
be more effective against oracle attacks?
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